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Moving beyond the current generation of pervasive computing spaces (known as integrated environments) 
requires a middleware that can automate interconnection and integration tasks and ensure the pervasive space’s 
openness and extensibility. The required middleware must also enable programmers to develop device-based 
applications dynamically without having to interact with or fully understand the physical world of sensors and 
actuators. Based on lessons learnt from early prototyping of an Assistive Home Environment for the elderly we 
have arrived at a set of high-level goals and functional requirements for such a middleware. We have fully 
implemented the Atlas middleware and have deployed it in several real-life settings including a 2,500 sq ft. 
house. In this paper, we report on the goals and requirements that influenced the design and implementation of 
Atlas. We present the Atlas architecture, components and programmer API. We also present several case studies 
of actual Atlas deployments. Finally, we present a performance evaluation of Atlas to quantify its merits and 
potential. 
 
Categories and Subject Descriptors: Service Oriented Sensor Architecture, In-network processing and 
aggregation,  
General Terms: D.1 PROGRAMMING TECHNIQUES, C.2.4 Distributed Systems 
Additional Key Words and Phrases: actuator systems 
________________________________________________________________________ 
 
 
1. INTRODUCTION  

Many pervasive systems and prototypes have been developed in the past few years to 

demonstrate how this new “physical computing” paradigm benefits various application 

domains. In many cases, significant system integration effort was required to interconnect 

the various sensors, actuators, appliances and processing elements, both at the hardware 

and software levels. The developer of the pervasive system was often challenged with a 

steep learning curve associated with every element in terms of first understanding its 

characteristics and operations and then determining how best to configure and integrate 

it. Also, every time a new element is inserted into the space, there is the possibility of 

conflicts or uncertain behavior in the overall system. Thus, tedious, repeated testing is 

often required, which further slows the integration process.  

Several research groups, including ours, have realized the needs for and the 

importance of a standardized architecture that can automate integration tasks and ensure 

Authors' addresses: Computer & Information Science & Engineering Department, University of 
Florida, Gainesville, FL 32611, USA; email: {helal, hyang, jck, rbose}@cise.ufl.edu. 
Permission to make digital/hard copy of part of this work for personal or classroom use is granted 
without fee provided that the copies are not made or distributed for profit or commercial advantage, the 
copyright notice, the title of the publication, and its date of appear, and notice is given that copying is 
by permission of the ACM, Inc. To copy otherwise, to republish, to post on servers, or to redistribute to 
lists, requires prior specific permission and/or a fee. 
© 2007 ACM 1073-0516/01/0300-0034 $5.00 
 



the pervasive space’s openness and extensibility. It must also support programmers to 

easily develop applications without having to interact with the physical world of sensors, 

actuators. Common utilities should be planned ahead and provided to all the services and 

applications in an intelligent environment. 

Our understanding of the goals and requirements of such an architecture was 

conceived during our recent work in prototyping “assistive environments” for older 

adults and individuals with special needs. Housed inside the pervasive computing lab and 

occupying over 500 sq ft, Matilda Smart House was our first attempt at creating such 

assistive environments. We had no guiding architecture while deploying Matilda Smart 

House. We integrated tens of sensors, actuators, appliances and other components 

including contact sensors, motion sensors, cameras, ultrasonic transceivers, X10 modules 

and controllers, several microprocessor-based controllers, a microwave oven, an 

entertainment system, mobile phones, and a home PC. Matilda Smart House fulfilled its 

purpose as a demo platform, but more importantly, it solidifies the true need for an 

architecture and helps in identifying its goals and requirements, which we summarize 

below: 

·  We wished to eliminate the need for system integration. We wanted it to be possible 

for an entity joining the space to self-explore and self-integrate itself. We also 

wanted the pervasive space to be able to cleanly remove exiting (or failed) entities. 

This plug and play wish was highest on our list. 

·  We wished to decouple application development from the physical world of sensors 

and actuators. Any hard-coding of physical artifacts within the applications should 

be avoided. To achieve this, we wanted any physical entity (sensor or actuator) to be 

liquidated into a basic software service at the time (and as a result) of self-

integration. This way we would no longer deal with physical entities and instead deal 

with their service representations. 

·  We wished to program the pervasive space. Capitalizing on the service-oriented view 

of sensors and actuators, we allowed ourselves to wish for a pervasive space that 

would be able to map itself automatically into a software development project within 

an integrated development environment (IDE) such as Visual Studio or Eclipse. This 

big wish was equivalent to asking for total control over the management, 

configuration and applications development of pervasive computing systems. We 

knew that if this would ever be possible, we would have completely changed the skill 

set needed to build pervasive spaces. Instead of engineers and costly system 

integrators, affordable and highly available computer programmers with standard 



Java or .NET skills would be all that is needed to develop and program pervasive 

spaces. 

·  We wished for the pervasive space to be open and flexible to embrace a variety of 

entities without any special favor towards particular participants or their underlying 

technology. Well-accepted standards should be utilized. 

To make the items in the wish list above come true, during the process of 

implementing the full-scale, 2500 sq. ft. freestanding Gator Tech Smart House, we 

designed and implemented the Atlas architecture. This architecture includes the Atlas 

sensor and actuator platform as the basic bridge between the physical and digital worlds; 

the Atlas middleware, and the service authoring tool. It supports self-configuration and 

facilitates programmability of services in smart spaces, and the implementation has 

become the central piece in our smart homes.  

Requirements of system support for pervasive computing environments are extremely 

diverse depending on the application domains. For instance, a pervasive computing 

system in assistive living would be vastly different from Habitat monitoring in a remote 

forest. Since our work is primarily concerned with assistive living in smart homes, the 

design of the Atlas architecture follows certain assumptions.  

First, we assume that there is a light-weight centralized home server with capabilities 

similar to set-top boxes or access points, that has a global view of the smart home and 

management capabilities for the various entities and services under the roof. We also 

assume the underlying network runs TCP/IP protocol, with most of the entities located 

inside a private network, with a NAT-enabled gateway for connections to and from any 

outside services and entities. The abundance of power in regular households means low-

power design and power management would not be a primary concern in the design. 

To make Atlas middleware the foundation of the kind of pervasive computing 

systems we envisioned, it is important that it should be able to fulfill the following 

functionalities and objectives. First of all, this middleware architecture has to be modular 

and extensible; it should based on a service-oriented architecture, in which each 

application and device is represented as a service entity, so their entrance, departure and 

movement can be interpreted and handled more easily; the services can utilize other 

software components, but they must be built in a modular fashion such that the modules 

can be shared and reused, and the system should be able to determine if the required 

modules are present before initiating any service; the system should be easily 

programmable so its capability is extensible and customizable, meaning that it allows 

programmers to write new software while utilizing the services provided by existing 

modules.  



Atlas must also handle the dynamicity and heterogeneity in a typical pervasive 

computing environment; the hardware and software components should support the 

notion of plug-and-play, where components are able to self-configure and self-organize 

when joining the system, the drivers and communications protocols should be setup 

automatically as soon as they join, and the other existing software modules can discover 

and use these new components. The capability to dynamically manage the life cycle of 

each component is also crucial, because the openness and dynamic nature of smart 

environment, it is common for new entities to enter, and existing entities to be replaced or 

went bad, the middleware needs to handle these events gracefully, providing smooth 

introduction, replacement, or termination; the middleware should also provide an API for 

interacting with and accessing diverse devices, so the consumers of the heterogeneous 

devices and services can have a consistent way to view and manipulate them. 

Other main functionalities and objectives include the adherence to existing and 

upcoming standards, the provision of security, safety and privacy features and the 

mechanism to support scalable concurrent operations by hundreds of components.  

At the bottom of the Atlas architecture is the Atlas nodes with plug-and-play 

capabilities, the nodes connect to physical devices such as various sensors and actuators, 

and provides a bridge for communicating between the physical world and the digital 

realm. The Atlas middleware is implemented as a collection of collaborating modules. 

The middleware running on the central server is based on OSGi, which is an open 

standard that defines and provides facilities for service registry, life cycle management 

and dynamic binding.  

On top of OSGi are several service modules in the form of software bundles. Bundle 

repository manages the collection of service bundles for the various devices that can 

connect and be integrated into the smart environment; Network Manager keeps track of 

all the nodes in the network and the services they provide; Configuration Manager is 

responsible for retrieving the various service bundles required by the nodes and for 

remotely configuring them over the network; Context manager and safety monitor uses a 

context-driven model that is independent of the active services to monitor the context 

changes and alerts users to the occurrence of any unsafe or undesirable context; 

Communication modules provide an array of standard protocols that can be used for the 

external communication with other business software, front-end portal, or any other 

collaborating system and stand-alone software. These modules can also facilitate the 

inter-bundle communication between various components residing in the same OSGi 

framework should the need arise; Atlas Developer API provides a unified interface for 

programmers to interface and control diverse sensor, actuator and service entities; Service 



authoring tool is provided in the form of an Atlas plug-in for Eclipse, and it provides the 

capability for programmers to browse through the available entities, choose the 

components they need, and create and deploy new services by simply specifying the 

application logic.  

The remainder of the paper is structured as following: in section 2 we present a 

comprehensive review of various middleware for the pervasive environment, as well as 

related works in sensor platform and security functions. The overall architecture with the 

detailed description of each component of Atlas middleware is presented in section 3. A 

short discussion on implementation related issues ensues in section 4. We showcase three 

case studies of real world deployments of Atlas middleware in section 5, and provide a 

benchmark on the benefits of employing Atlas middleware in section 6. The paper 

concludes with a discussion on future work and conclusion in section 7 and 8 

respectively. 

 

2. RELATED WORK 

A pervasive computing environment consists of software applications and physical 

devices. Development of the software side requires investigating the tools available that 

facilitate the composition and management of services in a smart environment. These 

tools are, primarily, middleware based. This section examines a selection of related 

research in middleware for pervasive computing, and discusses the benefits offered by 

the Atlas architecture. 

Similarly, the physical devices in a pervasive computing space are often integrated 

using sensor network technology. Therefore, this section also includes an examination of 

related sensor network research, and demonstrates the specific advantages of the Atlas 

platform for the development of programmable pervasive spaces.  

2.1 Middleware 

Modahl et al. [2004], based on their own experience and survey of other researchers’ 

work, identify the taxonomy middleware for pervasive computing, including five key 

sub-system categories that a middleware for pervasive computing should provide. They 

are registration and discovery, service and subscription, data storage and streaming, 

computation sharing and context management.  

The Gaia middleware [Román et al. 2002] aims at modeling pervasive computing 

environments as more heterogeneous and mobile computing system, and provides system 

level support to physical spaces. It supports the functions and notions of a typical 

operating system, such as events, processes, file systems and security measures. But it 

also extends the functions to include those that are particular to pervasive computing 



system, such as contexts and location awareness. Gaia Kernel, as part of the middleware, 

includes Component Management Core (CMC), which manages the life cycle of Gaia 

components, where components such as context service, event manager, or security 

service collaborate together to provide the services needed for various applications. As 

part of this middleware, an MAPCC application framework has also been proposed for 

the creation and customization of new applications.  

Context awareness is one of the major differentiating factors of pervasive computing, 

and plenty of work has been exploring this arena. Context Toolkit [Dey and Abowd 

2000] provides layered approach in collect, aggregate and interpret context information. 

A more elaborated middleware focusing on context has been proposed by Huesbscher 

and McCann [Huebscher et al. 2004], which defines quality of context and trust model, 

while employing self-configuring, self-healing and self-optimizing adaptation for 

different applications. 

Sentient object programming model [Sørensen et al. 2004] is built on a flexible, run-

time reconfigurable component-based middleware. Each object in the pervasive 

computing space is implemented as a sentient object that is capable of sensing, viewing, 

reasoning about the environment as well as neighboring objects, it can also influence the 

world by activating some sort of actuation. At the core of this middleware are context 

component framework (CF) which is in charge of sensor fusion and rule-based inference, 

and publisher-subscriber CF which serves as the conduit between the interacting entities 

in the system. 

RCSM [Yau et al. 2002] is a middleware that provides both context awareness as well 

as ad hoc communications between applications to support more complex context aware 

collaborative behaviors. RCSM breaks the context information retrieval model into two 

parts, the application-specific adaptive object container (ADCs) wrap around a normal 

software application object and provide a context-sensitive interface to access necessary 

contexts of interest specific to the particular application. The other part is a context-

sensitive object request broker for service and device discovery, which allows 

application-transparent ad hoc communications between objects. With compiler support 

on context-sensitive interface description language, the implementation of the application 

logic and the need for context information can be separate into orthogonal parts. 

Other middleware focus on different aspects of the system support for pervasive 

computing system, and these supports are provided with different approaches. For 

instance, RUBI [Harbird et al. 2004] is a service discovery middleware that is designed 

specifically for context-aware applications, dividing the nodes into proactive, less-mobile 

region and reactive, on-demand region, RUBI is inspired by the way how ad-hoc routing 



protocols disseminates service information and routes the requests. Its emphasis on the 

adaptability comes at the cost of the periodic maintenance messages and not caching 

status of or data from the services. 

KMX [Samimi et al. 2004] not only adopts middleware to enhance horizontal 

cooperation, but also modify kernel implementation to allow cross-layer coordination. 

The coordination and decision making module in the middleware collects resource 

information from both within the node as well as the network traffic and other nodes, in 

some sense, it serves as the control module of transcoders. The kernel modification 

intercepts the incoming and outgoing data and control commands, and communicates 

with transient object in the middleware, which provides additional functionalities such as 

filtering or security features. This middleware is geared toward a much lower level 

system control, and reapplies many ideas from distributed multimedia delivery with 

quality of service. It provides a different perspective on adaptation of pervasive 

computing system in a dynamic distributed environment nonetheless. 

With Scooby middleware architecture and language, Robinson et al. [2004] took a 

different approach by defining a language that focuses on service composition. 

Employing a policy compiler, the middleware turns policy specifications into composed 

services. Furthermore, the available services and their functionalities are described in 

terms of ontology. Therefore, the policy manager can route events and requests to these 

services based on some predefined precedence order. 

2.2 Sensor Platforms 

There has been a noticeable increase during the past three years in the number of sensor 

platforms in development or commercially available. The most visible of these has been 

the Mote family, developed by the University of California at Berkeley as part of the 

Smart Dust [Kahn et al. 1999] project. The final goal of the Smart Dust project is a 

complete sensor node package (sensors, power, communication, and control hardware) in 

one cubic millimeter. While that form factor has not been achieved yet, the Berkeley 

team has released several iterations of their platform. Motes are available commercially 

from Crossbow Technology. Crossbow offers several versions of the platform, such as 

the MICAz and MICA2 (similar in size to a pack of cigarettes), and the MICA2DOT 

(roughly the size of six stacked quarters). These platforms include an integrated 

processing and communication module and offer limited modularity in the form of 

daughter cards, containing different sensor arrays, which can be plugged into the 

platform. Other versions lack this modularity. For example, Telos [Polastre et al. 2005], 

also developed by the Smart Dust team, is a completely integrated platform based on the 

TI MSP430 microcontroller. It offers higher performance and consumes less power than 



other Mote platforms, but comes at a higher cost, and the available sensors are integrated 

into the device and cannot be changed by users. 

Many groups are working with Motes either as the basis for other projects or to 

enhance the sensor platform itself. Intel and Berkeley have worked together on iMote 

[Nachman et al. 2005], a Bluetooth-enabled version of the wireless sensor node. College 

of the Atlantic collaborated with Berkeley to use wireless sensor networks for habitat 

monitoring on Great Duck Island [Mainwaring et al. 2002]. 

Motes are the first commercially available sensor platform and one of the most widely 

used for sensor networks. Although the Mote was primarily developed for use in wireless 

ad-hoc networks for applications such as remote monitoring, researchers in many 

unrelated areas have used Mote primarily for its commercial availability and its ability to 

integrate numerous sensors into a system. 

Phidgets [Greenberg and Fitchett 2001], developed by the University of Calgary, is 

another widely used, commercially available platform. The Phidgets support a large 

variety of sensors and actuators. They allow rapid application development and are 

extremely easy to use. But the Phidgets are not fully modular, and they only support 

communication to a Windows desktop computer via USB, which leads to scalability 

problems. 

Some groups have worked on creating a more modular sensor network platform. The 

Cube [O’Flynn et al. 2005], developed by University College Cork, and MASS 

[Edmonds et al. 2005], a Sandia National Laboratory project, have modular architectures 

allowing users to rapidly develop applications and reconfigure platforms as necessary. 

Other sensor network platforms, such as NIMS [Pon et al. 2005], XYZ [Lymberopoulos 

and Savvides 2005], and Eco [Park et al. 2005] were designed for specific applications: 

environmental monitoring (NIMS, XYZ) and health monitoring (Eco).  

The Smart-Its [Gellerson et al. 2004], developed jointly by Lancaster University and 

the University of Karlsruhe, offer some features that could facilitate the development of 

pervasive spaces. They have a somewhat modular hardware design and a template-based 

software design process, which allows rapid application development. But the Smart-Its 

platform is still not completely modular, with an integrated processing and 

communication board. Furthermore, devices connected through Smart-Its are constrained 

to a single application (running on the Smart-It hardware). This does not allow for 

service-rich environments in which applications can be developed using service 

composition. 

None of the available sensor network platforms are fully adequate for the 

development of pervasive spaces. Most of the platforms focus only on sensors, and barely 



touch upon the issue of actuators. In a pervasive space, actuators play as important a role 

as sensors, as actuators are used to influence the space. NIMS and XYZ make use of 

actuators, but only for the specific purpose of making the platforms mobile. Phidgets 

support a large number of actuators, but are constrained by scalability issues and a fixed 

hardware configuration.  

The design and implementation of these sensor platforms have touched certain 

important issues such as modularity, rapid prototyping and ad-hoc collaboration. When 

taking a step back and looking at the big picture, however, it is apparent that there is 

something missing if we were to use them to implement a pervasive space. An 

abstraction of these sensor platforms achieved through a middleware that works in 

tandem with them would not only automatically provide support for the large number of 

devices, but also avoid the need to write distributed applications that query hard-coded 

resources to access the devices connected to the platform. Such middleware would allow 

the deployed sensors and actuators to be seamlessly and automatically integrated and 

utilized immediately once deployed and powered up. Such a middleware would abstract 

these hardware entities and encapsulate them into software objects so the designers of 

pervasive space can program such a system instead of wrangling with numerous and 

diverse hardware and write proprietary code for their integration. 

To address these issues, we designed and developed the Atlas platform. Atlas 

provides the combination of sensor platforms and the middleware, which serves as the 

basic building block for programmable pervasive spaces. It also provides physical 

platforms for connecting heterogeneous devices, a system for translating those devices 

into software services, a repository for maintaining a library of device services and their 

interfaces, and a runtime environment for accessing services and composing applications. 

The nodes, designed with a stackable, swappable architecture for easy reconfiguration, 

provide the means to connect numerous sensors and actuators. The Atlas architecture 

provides the service-oriented framework for easily managing devices and composing 

applications. 

 

3. ATLAS ARCHITECTURE 

3.1   Overview 

Sensors and actuators are the basic building blocks of a pervasive space, as they provide 

the means for gathering information about the state of the space and for controlling 

devices that can alter the state of the space. We therefore require a mechanism which can 

connect numerous and heterogeneous sensors and actuators to the services and 

applications that will monitor and control the space. Connecting applications and devices 



means eliminating the need for those applications to know the low-level information 

(voltages, control codes, etc.) to drive the devices. To solve this problem, we require a 

network-enabled, service-oriented middleware platform that can represent the various 

sensors and actuators as software services, in such a way that applications are easily able 

to obtain and use the services and associated knowledge. We designed and implemented a 

middleware for service oriented pervasive computing spaces, and its overall architecture 

is shown in Fig. 1. 

 
Fig. 1. Overall architecture of the Atlas architecture. 

The Atlas architecture is composed of four layers. The bottommost layer is the 

physical layer, which contains a variety of sensors and actuators which monitor and 

control different aspects of the smart space.  

The node layer contains all the hardware nodes in the environment. These nodes 

automatically integrate the sensors and actuators from the layer beneath and export their 

service representations to the layers above. The firmware on the nodes includes an on-

board query processing component which can process filters and queries for sensor 

readings sent to it from the query processor in the service layer. 

The service layer, which resides above the node layer, is built on top of the OSGi 

framework. It holds the registry of the software service representation of all sensors and 

actuators connected to the hardware nodes. The layer provides the service discovery, 

composition, and invocation mechanisms for applications to locate and make use of 

particular sensors or actuators. Three of the common services include Network Manager, 

Configuration Manager and the Bundle Repository. The Network Manager handles the 

arrival and departure of nodes in the network and also keeps track of the nodes which are 

currently alive. The Configuration Manager manages the configuration settings of each 



node and enables them to be remotely configured over the network. It is also responsible 

for loading the various service bundles required by devices connected to the nodes. The 

Bundle Repository stores and manages all the supported sensor and actuator bundles. It 

also provides the necessary references to allow the Configuration Manager to load the 

required device service bundles. Selected features of all these three common services are 

also accessible to the user through an intuitive easy-to-use web interface known as the 

Atlas Web Configuration and Administration Tool.  

The service layer also contains communication modules and a context manager as 

safety monitor. A suite of communication modules provide a variety of interfaces, such 

as web services, plain HTTP server, a telnet console and a LabVIEW proxy, which allow 

both external and local systems and software to retrieve data from and exchange 

information with the Atlas middleware. The context manager employs standard ontology 

to build a context graph that represents all possible states of interest in a smart space and 

serves as a safety monitor which ensures that the smart space avoids transition into 

impermissible contexts.  

The application layer sits at the top and consists of the execution environment that 

provides an API to access and control sensors, actuators, and other services. It contains a 

service authoring tool to enable rapid and efficient development and deployment of 

services and applications. 

3.2   Components of the Atlas Middleware 

3.2.1 Plug and Play Nodes 

The Atlas middleware enables a plug-and-play approach to deploying pervasive 

computing environments. This concept exists throughout the middleware, from the top-

level OSGi-based framework down to the physical nodes. When a node is powered up, all 

the sensors and actuators connected to it get automatically represented as OSGi services 

in the framework. The node hardware itself also has a modular architecture which allows 

it to be reconfigured on the fly. 

The firmware running on each node is responsible for seeking out the centralized 

server framework. When a node powers up, it locates the server and exchanges 

configuration data. Once the bundles associated with the node have started, the node is 

ready to relay sensor readings and accept actuator commands. Once a sensor or actuator 

is registered in the Atlas middleware as a service, applications and other services are able 

to dynamically discover and access them using mechanisms provided by OSGi. The 

firmware therefore provides plug-and-play support at the programming level, benefiting 

the programmers of the pervasive space. This is in contrast to the traditional notion of 

plug-and-play, in which benefits are limited to the end users. 



 
Fig. 2. An Atlas node. 

Atlas node hardware uses a stackable, swappable architecture to support on-the-fly 

reconfiguration without requiring any software changes from the user. Nodes are 

comprised of (at least) three layers: the core Processing layer that operates the node, a 

Device Interface layer that allows various sensors and actuators to be connected, and a 

Communication layer for connecting with the higher levels of the middleware. 

This stackable design necessitates the plug-and-play firmware that runs on the 

Processing layer. The firmware uses an abstract communication interface and concrete 

Communication layer drivers to support seamless modification of the network technology 

used for any particular node. This node-configuration level of plug-and-play support is 

critical, as pervasive computing spaces such as smart homes are real, in-use environments 

that are subject to constant change. Devices will be added and removed, the users’ 

requirements for services and applications will shift, and new technology can prompt 

modifications to the space’s infrastructure. 

The only part of the node that is not currently plug-and-play is the device interface. 

When the devices connected to a particular node change, then the node must be 

reconfigured by the user through the Configuration Manager described in Section 3.2.4. 

Plug-and-play support for device configuration would require additional technology on 

the sensors and actuators that would allow the node firmware to identify the devices 

automatically. IEEE 1451 [Lee 2000] is a standard for smart transducers that would allow 

this. This standard defines both a uniform physical interface for device connectors and a 

Transducer Electronic Data Sheet (TEDS), data provided by a device that specifics what 

that device is and how it is used. However, since IEEE 1451 has yet to receive much 



support from the sensor and actuator manufacturing industry, Atlas does not yet support 

this feature. 

3.2.2 OSGi 

OSGi, the Open Services Gateway Initiative, is a Java-based framework that provides a 

runtime environment for dynamic, transient service modules known as bundles. It 

provides functionalities such as life cycle management as well as service registration and 

discovery that are crucial for scalable composition and maintenance of applications using 

bundles. Designed to be the “universal middleware,” OSGi enables service-oriented 

architectures, where decoupled components are able to dynamically discover each other 

and collaborate. OSGi is synergistic to pervasive computing [Lee et al. 2003], and is a 

key component of the Atlas middleware, hosting the majority of the software modules. 

OSGi bundles are small programs consisting of three main source components and a 

descriptive Manifest. The source components are the interface, the implementation and 

the OSGi activator. The interface represents a service contract, which describes the 

external behavior of and available services provided by the bundle. A bundle can provide 

different services by offering multiple interfaces. The implementation realizes the 

behavior defined by the interface. The Activator implements an OSGi-specific interface 

that binds the otherwise regular Java classes to the OSGi framework, which manages the 

life cycle of the bundle. The Manifest is a file that is both machine- and human-readable, 

which specifies properties of the bundle such as version, author, and imported and 

exported packages, and is used to identify bundles and resolve dependencies. 

Each sensor or actuator is represented in the Atlas middleware as an individual OSGi 

device service. This is a natural choice, because the life cycle management capability of 

the OSGi framework is designed to handle the dynamic nature of a typical smart space, 

where devices come and go as the space evolves. The OSGi framework also provides a 

discovery service, which allows applications to find and use other existing services. But 

unlike other discovery services such as JINI and UPnP which are designed for distributed 

environments, OSGi provides a single centralized runtime environment. 

The applications and services are also represented as bundles in the OSGi framework. 

These bundles’ dependencies on the basic device services are administered by the life 

cycle management and service discovery capabilities of the framework, enabling the 

composition and activation of more complex applications and services. All the common 

services supported in the Atlas middleware are also implemented as bundles running on 

the OSGi framework. 

3.2.3 Network Manager 



The Network Manager is responsible for keeping track of all the nodes in the 

network, both existing and newly joined, and the various device services offered. When a 

node joins the network, it handshakes with the Network Manager, then uploads its 

configuration. At this point, control is passed to the Configuration Manager, which 

registers the device services and activates the node. The devices are then ready to be used 

by applications and other services. 

Network Viewer, a part of the Atlas Web Configuration and Administration Tool, 

provides a front-end to the Network Manager, allowing users to view the current network 

status. It displays the list of active nodes and a short summary of their connection 

statistics and histories. By clicking on a particular node, users are able to view details 

such as configuration parameters, the properties of sensors or actuators connected and the 

services offered. 

 
Fig. 3. The Atlas node configuration web interface. 

3.2.4 Configuration Manager 

The Configuration Manager encapsulates all the methods for recording and manipulating 

node settings. When a new node uploads its configuration file, the Network Manager 

passes it on to the Configuration Manager, which then parses the file and accesses the 

Bundle Repository to get the references for service bundles required by the connected 

devices. It then loads these services bundles into the OSGi framework, thereby 

registering the different device services associated with the node. 

The Configuration Manager allows a user to view and modify node configurations 

through the Atlas Web Configuration and Administration Tool. Through this web 



interface a user is able to modify various node settings and select devices that are to be 

connected to a node. This enables nodes to be programmed over the network without 

requiring them to be attached to microcontroller programming hardware such as JTAGs 

or ISPs. After the new settings are sent to the node, it reboots and the new devices 

automatically become available as services in the OSGi framework. 

3.2.5 Bundle Repository  

The Bundle Repository manages the various device service bundles required by physical 

sensors and actuators deployed in the sensor network. The Bundle Repository eliminates 

the need for each node to locally store bundles. Instead, the Configuration Manager 

retrieves references to the bundles from the Bundle Repository when new nodes join. It 

enables nodes with limited storage to support a larger number and greater variety of 

devices. This also simplifies the process of keeping service bundles up-to-date. Updated 

bundles can be placed in the Bundle Repository, and nodes that provide this service will 

automatically use this latest version when the node comes online.  

The Atlas Web Configuration and Administration Tool provides a front-end to the 

Bundle Repository, enabling users to view and modify its contents. It lists the available 

service bundles, the physical devices they represent and other details such as the version 

numbers and dates uploaded. Users are able to add, delete and update service bundles, 

and synchronize with other repositories. 

3.2.6 Context Manager and Safety Monitor 

Context manager and its use as a safety monitor is another interesting feature of the Atlas 

middleware. The main idea of our context manager is to employ standard ontology to 

build a context graph that represents all possible states of interest in a smart space. 

Contexts in the graph are marked as desirable, transitional, or impermissible, and the goal 

is to take actions to always lead the smart space to desirable contexts and to avoid 

impermissible contexts. At run time, the torrent of raw readings from sensors are 

interpreted and classified into active contexts, and the safety monitor alerts the users if 

the ongoing directives for action contradict or may lead to less desirable contexts. 

Service bundles are implemented by specifying the rules and behaviors of the 

applications in a formulated and systematic process. But each service is focused on its 

own goals, ignoring the potential side-effects of concurrent access to shared resources – 

side-effects that could put the space into a dangerous or anomalous state. In some sense, 

it is easy and common for each service to lose the “big picture” of the space, especially 

when doing so requires explicit, conscience effort; meaning that programmers first must 

know exactly what to look for, then explicitly query the system for particular data, and 

then compose and interpret the collected data, weaving them into an overall 



understanding. It also contributes to why detecting and handling exception resulted from 

interactions between services are difficult. 

 
Fig. 4. Sample context diagram for kitchen area. 

We use standard ontology and specify the behavior explicitly using active contexts as 

the conditions and explicit recommendation on the commands to be issued to various 

actuators based on the current active contexts. The explicitness improves the coordination 

and mitigates conflicts between devices, users and services, especially in highly 

heterogeneous and dynamic environments such as smart spaces. It allows easy 

identification of the illogical or erroneous actions at runtime, which can greatly boost the 

safety of programming pervasive spaces. The context manager serves as a stand-alone, 

independent observer that does not care about the application logic or the detail behavior 

of services, but merely observe and react if any potentially dangerous or undesirable 

transition in active contexts occurs.  

A sample context graph of a kitchen is shown above, and the context manager would 

alert the users when the active contexts have transitioned into something less desirable 

and may even take high priority emergency actions if the dangerous impermissible 

contexts have taken place. 

3.2.7 Communication Modules 

Instead of implementing a singular communication manager that oversees all the 

communications within and connected to our Atlas middleware, Atlas middleware 

includes an array of communication modules for effective communications in a 



heterogeneous environment. With the number and diversity of the entities in a pervasive 

environment, it is unrealistic to expect one single communication protocol to work on 

vast number of diverse entities from different vendors. Until a publicly agreed standard, 

such as SOAP, has been adapted for pervasive computing environment, we currently 

offer various communication modules conforming to each of the different protocols. 

Each communication module provides basic carrier of messages based on certain 

standard or proprietary protocol. They are implemented only to serve as carriers to 

deliver and receive messages, and do not check for validity of the content or conformance 

to the high level choreography, etc. All the services in the environment can invoke the 

service of one of these communication modules to conduct internal or external 

communications. 

Currently, Atlas middleware supports the following communication modules. For 

internal communications, services can use the OSGi wiring API for inter-bundle 

communications. This module basically setup a producer-consumer relation between data 

generators and users. For external communications, Atlas middleware currently support 

three modules realizing three different protocols, the telnet/ssh client, HTTP client and 

web service interfacing module running SOAP over HTTP. These modules allows the 

services and entities reside in the server to communicate with non-Atlas based sensors 

and actuators, as well as external services and systems such as existing business 

applications. 

For incoming communications, in addition to the TTY console and HTTP server 

console that already comes with OSGi reference implementation by default, we have also 

built a service that awaits incoming message and multiplex them to different service 

bundles based on the identifiers associated with each message. 

3.2.8 Atlas Developer API 

The Atlas Developer API provides interfaces and base classes (shown in Table 1) for 

third parties to develop device and application service bundles on top of Atlas. 

Table I. Methods Provided by the Atlas Developer API. 

Method Class/Interface Description 
receivedData AtlasClient Data handler called by service bundle when data arrives 
addProperty AtlasService Add a property pair (key, value) to be associated with this 

service 
removeProperty AtlasService Remove a property associated with this service 
getProperties AtlasService Get all properties associated with this service 
sendCommand AtlasService Send control commands (used by service associated with an 

actuator) 
getData AtlasService Pull data from sensor associated with this service 
Subscribe AtlasService Request data stream from sensor 
Unsubscribe AtlasService Halt data stream from sensor 
isSubscriber AtlasService Check if application is receiving data stream from particular 

sensor 
dataHandler AtlasService Data handler called by middleware when data arrives for 



particular service. Must be implemented by device service 
developer. 

Programmers wishing to write their own service bundles for sensors or actuators are 

required to extend the AtlasService base class provided by the API. This class provides 

low-level functionality common to all the service bundles. It also hides many system-

level details, allowing programmers to concentrate on writing code specific to the device. 

The Developer API promotes the proliferation of device service bundles. This, combined 

with the Bundle Repository, encourages community-based development, covering large 

territories of new sensors and actuators. 

Using the AtlasClient interface to develop pervasive applications promotes 

standardized, streamlined interactions between the application and the middleware. Its 

unified interface allows for rapid development of complex applications over a large set of 

widely diverse devices. 

3.2.9 Atlas Service Authoring Tool 

The Atlas middleware includes a simple and easy-to-use service authoring 

(programming) tool that extends the capability of the popular open-source IDE Eclipse in 

the form of a plug-in. The Atlas Service Authoring Tool allows programmers to quickly 

browse the sensors, actuators and other services available in a pervasive environment, use 

them to develop new services and applications or modify existing ones remotely, and 

deploy them back to the pervasive space. Table 2 lists the functional requirements of the 

tool, which we established based on our experience with the Gator Tech Smart House. 

The software employs a visual “design by selection” approach for service design, where 

programmers can drag-and-drop services from the list and the tool automatically 

packages the necessary components and creates the handles that can be invoked to access 

the services. The tool also provides source code templates so programmers are free to 

concentrate on implementing the application logic rather than the details of writing OSGi 

bundles. 

Table  II. Primary Functionalities Provided by the Atlas Programming Tool. 

Feature Scope 
Browse Available Entities and Services Local machine, remote machine 
Provide Information on OSGi bundles Local bundles, remote bundles 
Design by Selection Local bundles 
Semi-automatic Environment Setup Local machine, remote machine 
Seamlessly integration with Eclipse 
tools (code completion, syntax 
highlighting, debugging, etc.) 

Local IDE 

Deploy New Bundles Back to Smart 
Space 

Local machine, remote machine 

 



 
Fig. 5. Atlas plug-in for Eclipse 3.1 and 3.2. 

To design and develop a new application, programmers simply perform the following 

procedure: 

1. Connect to a remote pervasive environment that is based on the Atlas middleware. 

Alternatively, connect to a stand-alone Atlas Bundle Repository. 

2. Edit the manifest file for the application (if necessary). 

3. Browse and select from the list of sensors, actuators and services those entities that 

will be used in the application. 

4. Add application logic implementation to the source code generated by the tool. 

5. Test and debug locally. 

6. Deploy the application back to the pervasive environment with a single touch of a 

button. 

The Atlas Service Authoring Tool supports remote development and deployment; 

Eclipse and the Atlas plug-in are intended to be installed on a machine other than the 

centralized Atlas middleware server. We believe this powerful feature is the catalyst for 

future growth of pervasive computing. As these environments become more prevalent, it 

will be infeasible to have programmers visit the numerous or inaccessible locations where 

applications will be deployed. In a smart retirement community of 100 smart homes, the 

central office should be able to push any number of new third-party services out to their 

members without visiting each house. This is easily accomplished with the Atlas Service 

Authoring Tool. 

 

4. IMPLEMENTATION 



The Atlas middleware encompasses both the physical nodes (node layer) used to integrate 

devices into a network and the centralized server framework (service and application 

layers) that hosts the service representation of the devices. 

4.1   Node Layer 

The nodes are running TinyOS [Levis et al. 2004], a lightweight, event-driven operating 

system for sensor networks. TinyOS is written in nesC [Gay et al. 2003], an extension of 

the C language that facilitates the development of non-blocking, modular systems that fit 

into the TinyOS execution model and that frequently are tied to specific functional blocks 

of low-level hardware. At the low-level, individual nesC modules implementations are 

similar to typical imperative C programs. Modules make use of other modules by means 

of bi-directional interfaces, defining commands and events, with commands being 

implemented by interface providers and events being implemented by interface users. 

The Atlas firmware, also written in nesC, is compiled along with TinyOS and runs on the 

microcontroller of the node Processing Layer, providing the services that integrate the 

nodes into the Atlas middleware. 

4.2   Application and Service Layers.  

These two layers of the Atlas middleware do not require a high-end server, but are 

instead designed to run on a typical PC or low-end device. Any machine that can run a 

Java Virtual Machine is capable of serving a network of Atlas nodes, though the number 

of concurrent services hosted is dependent on memory and processing power.  

The two layers consist of the OSGi framework and a collection of Atlas modules 

running in the framework. As OSGi is a Java-based system, these Atlas modules are 

implemented in Java. Several OSGi framework implementations exist, and during the 

development and deployment of the Atlas platform we have worked with several. 

Knopflerfish is an open-source implementation that includes a GUI and tools such as an 

Eclipse plug-in for OSGi bundle development. Oscar is another open-source 

implementation, though it lacks some of the extra features of Knopflerfish. As part of our 

collaboration with IBM, we are currently moving towards Equinox as the standard OSGi 

framework implementation for Atlas, though the middleware should be compatible with 

any standards-compliant framework. 

Table 3. Service Descriptors. 

Field Description Example Value 
Device-Name* Friendly Name of Device Acme Temperatue 

Sensor 
Device-Type* Device is Sensor or 

Actuator 
Sensor 

Device-Label (optional) Optional User-Defined 
Label 

TemperatureSensor-
Kitchen 



Device-Location 
(optional) 

Location where device 
deployed 

 

(current user-defined) Stove  
Device-Id Low level Unique Id of 

Device (assigned by 
middleware). It is of the 
form : <NodeId>’-
‘<HardwareChannel#> 

Z28-6. Implies the sensor 
is connected to node Z28 
via its hardware channel 
6. 

Measure-Type* Type of phenomenon 
measured 

Temperature 

*implies it is statically defined in the manifest otherwise it is user-defined using 

addProperty method described in Table 1 or specified by middleware at run-time 

 

5. CASE STUDIES 

5.1   Nile-PDT 

The NILE-PDT (Phenomena Detection and Tracking) system was developed by the 

Indiana Database Center at Purdue University to detect and track environmental 

phenomena (gas clouds, oil spills, etc.). This collaborative research project employed the 

Atlas middleware and an array of sensors deployed in a real world test bed to provide 

streams of sensor data for phenomena detection and tracking.  

The requirements of the project included sampling and channeling data streams from 

a multitude of diverse sensors to NILE-PDT, a uniform interface with every sensor in the 

network, and controlling the data streams by altering the sampling rate of sensors using 

feedback algorithms.  

The real world test bed based on the Atlas middleware proved to be a flexible, reliable 

data source for NILE-PDT. Atlas offers a plug-and-play development model, which 

enabled the NILE-PDT team to integrate their almost fully completed system with the 

test bed within a week with only minor modifications. 

The Atlas Developer API provides a uniform interface for accessing heterogeneous 

sensors, while the query processor in the middleware allows filters and altered sampling 

rates to be configured for each data stream. Since the NILE-PDT system does not have a 

standardized interface to external systems, a proprietary communication module was 

implemented in the Atlas middleware for this project. The result of this collaboration 

proved to be a success, and our colleagues from Purdue were able to test their system 

using real world phenomena. A collaborative paper [Ali et al. 2005] and demonstration 

based on this research was presented at the Very Large Data Bases (VLDB) 2005 

conference. 

5.2 The Gator Tech Smart House 



The Gator Tech Smart House (GTSH) is a full-sized, free-standing, 2500 square foot 

house in the Oak Hammock Retirement Community in Gainesville, FL. It is our lab's 

flagship assistive pervasive computing environment for seniors and people with special 

needs, and is built upon the Atlas platform. Since the grand opening of the GTSH, 

January 28, 2005, we have made many changes to the devices and services in the house. 

In such a large smart space, this development necessitated the programmability and 

extensibility features of the Atlas middleware. 

One of the main services in the GTSH is the Smart Floor [Kaddoura et al. 2005], 

which allows for unencumbered indoor location tracking of all residents in the space. 

This service enables notifications to be directed to the intended recipient, analyzing room 

preferences and daily activities, and can help in detecting emergencies such as falls. 

When the GTSH first opened, only the kitchen area (approximate 350 square feet) was 

covered by the Smart Floor. 

Using the residential-grade raised floor throughout the house, the first deployment of 

the Smart Floor used a single pressure sensor on the bottom of each 1.25-sq. ft. tile. 

Sensor platform nodes were distributed under the floor, and eight sensors were connected 

to each node. 

As described in [Bose et al. 2006], the Atlas platform made it easy to expand the 

Smart Floor over the entire house. The plug-and-play nature of the middleware allowed 

us to simply connect more nodes and more sensors into the framework. These sensors 

appeared as new services on the central home server, and automatically bound to the 

location tracking service. The Atlas middleware promotes extensibility, and this was 

shown as other applications continued to use the location service just as before, only now 

they received tracking data from more areas of the house. The plug-and-play middleware 

also allowed us to change from 8-sensor connections on the nodes to 32-sensor 

connections, improving the cost-effectiveness of the Smart Floor. This was accomplished 

without having to change any of the services. 

The development and modification of applications in the GTSH greatly benefited 

from the Atlas middleware’s support for programmability. In fact, it was often the case 

that changes to the application logic was required prior to live-in trials. Such changes 

were performed remotely on short notice. In one instance before the first trial on March 

24, 2006, our research partners from the Occupational Therapy department requested the 

development of a logging application. Using the Atlas Plug-in for Eclipse IDE, we were 

able to remotely develop and deploy this new application in a few hours. The ability to 

create and install applications so quickly and without having to physically be in the house 

proved very powerful. 



5.3   Trailer Services Monitor 

The Trailer Services Monitor was developed in response to a growing need amongst large 

trucking and logistics firms for: (1) A mechanism to integrate with an existing portal 

front-end software for monitoring the conditions inside a trailer anytime anywhere, even 

when they are disconnected from the tractor; (2) A mechanism for customizing sensor 

deployments in a particular trailer based on customer preferences. 

The Atlas middleware embodies many characteristics, such as rapid deployment, self-

configuration, plug-and-play, and support for web services that can easily fulfill the 

above requirements, making it the platform of choice. 

Each trailer is hooked up with a cluster of temperature and humidity sensors to 

monitor the internal conditions of the trailer. A door sensor is also installed to detect 

whether the trailer was secured or not. All the sensors are connected to Atlas ZigBee 

nodes which interact with the rest of the middleware running on a low power PC inside 

the trailer. Due to the low power requirements of the system, it is even able to run on a 

trailer which has been disconnected from its tractor.  

The portal located at the business control center interacts with the middleware on 

each trailer via satellite communications and is able to get both the real-time status and a 

list of trailers where alert conditions have been triggered. The communication between 

the Atlas middleware and the portal follows the standard web service interface, which is 

provided by one of the default communication modules. When an operator clicks on a 

trailer, the portal displays the specific sensor and the exact location where the alert was 

triggered along with a histogram of sensor readings. 

The customization of sensor deployment in individual trailers is enabled by the plug-

and-play aspect of Atlas. Based on customer requirements, different sensors can be added 

or removed from a trailer without requiring any change in the rest of the system. Once 

new sensors are deployed, they will automatically become accessible by the portal 

seamlessly. This not only leads to lower customization costs but also allows for 

extremely short turn-around time. 

 

6. PERFORMANCE EVALUATION 

To investigate the performance and scalability of the Atlas middleware, several 

experiments were designed and conducted. In particular, we ran the Atlas middleware on 

a low-end desktop PC, injected multiple sensor device services into the middleware, and 

sent simulated sensor readings from a separate desktop PC. The first experiment 

examined the issue of scalability and investigated how the number of sensors affects the 

resource usage of the middleware. The second experiment explored the performance of 



the middleware as a typical data consuming application is connected to an increasing 

number of data streams. We describe in the following subsections, the setup and results 

obtained from these experiments. 

6.1   The Experiment Setup 

The experiments were conducted with the Atlas middleware running on a Pentium4 1.70 

GHz/256 KB cache Dell Dimension 8100 machine with 256 MB of RDRAM. The 

operating system used was Ubuntu 6.10. The Java SE SDK 5.0 Update 8 was used to run 

Knopflerfish 1.3.5, an open-source OSGi framework implementation. 

The AtlasSim utility (Fig. 6) is used to test the Atlas middleware by simulating a 

network of Atlas nodes. The simulator is able to spawn multiple nodes, each in its own 

thread. Only the communication with the middleware server is simulated, not the 

hardware components themselves. Each node spawned can be individually customized at 

any time, specifying the number and type of device services provided, the data sent, and 

the sampling frequency. The main application thread uses a single timer to step through 

the simulation. AtlasSim uses the default communication medium (wired Ethernet, WiFi, 

etc.) provided by the machine to reach the specified middleware server host. The 

maximum number of nodes that can be spawned depends on the speed, memory, and 

network stack of the simulation machine. AtlasSim was written in Delphi for Windows, 

and can be compiled using Borland Kylix for Linux. 

 
Fig. 6. The AtlasSim program and node configuration window. 

For both the experiments, we simulated a force sensing resistor from Interlink. The 

InterlinkPressureSensor device service bundle is initiated and activated to continuously 

forward readings from the simulated sensors at the rate of one reading per second. 

6.2  Atlas Middleware Scalability 



In this experiment, we investigated the scalability of the middleware, in terms of the 

maximum number of sensor device services that can be supported while running on a 

low-end desktop machine with limited resources. We further monitored the performance 

impact on processor load and memory usage as we simulated more and more sensor 

devices. 

In this experiment, we continuously instantiated and activated new sensor device 

services in the middleware, and observed the impact of the number of instantiated sensors 

on the performance of the centralized server hosting the middleware. For baseline 

comparison, we observed that before we start the OSGi framework on the server, the user 

level CPU load was at 1.3%, and the system level CPU load was at 0%, and the amount 

of memory in use was 215.42 MB. Once the OSGi platform was initiated and before any 

sensor device services were activated, the user level and the system level CPU load both 

remained unchanged, but the amount of memory in use jumped to 243.44 MB. 

In Fig. 7 we observe that both the CPU load at the system level and the user level 

increases linearly as the number of connected sensors increased, although the user level 

CPU load climbs at a much faster rate than the system level CPU load. This is because 

the device services run on top of the OSGi framework at the user level, hence basically 

the user level CPU load grows proportionally with the total number of sensors. The data 

stream from each of the simulated sensor is delivered through the network resulting in a 

much less, but also linearly proportional growth in terms of system level CPU load. The 

experiment stops at 500 sensors because the system becomes sluggish and unresponsive, 

resulting in difficulty in adding more sensors, and demonstrates that 500 is the maximum 

number of sensors that can be supported by the Atlas middleware when each Atlas node 

is only connected to a single sensor. 

Fig. 8 shows how the memory usage is affected by the number of sensor connected. 

We can see that as soon as the first sensor is connected and activated, the memory usage 

jumps from 243.44 MB to between 251 and 252 MB. The memory usage then fluctuates 

within this reason as more and more sensors are connected. What is most interesting is 

that a typical pattern of thrashing is observed at around 300 sensors. The memory usage 

goes down from there, and the system response becomes slower. Although the CPI load 

keeps increasing (as shown in Fig. 8) the performance in terms of processing sensor 

readings does not improve. The memory usage continue to decline due to worse thrashing 

activities until the system finally stop responding at 500 sensors. 

In a variation of this experiment we simulated multiplexing Atlas nodes. It was 

observed that when there is no application interacting with these sensor device services, 

the Atlas middleware could support up to 133 Atlas sensor nodes, with each node 



connected to 32 sensors, before the CPU in the centralized server overloaded and the 

system thrashed. In other words, the Atlas middleware, when running on a low-end 

resource limited test bed PC, with capabilities similar to typical set-top boxes or access 

points, can support up to 4256 sensors at a given time. In a typical setting of smart houses 

[Bose et al. 2006], this kind of scalability far exceeds the requirements of typical 

applications and services provided in a pervasive computing environment. Hence, Atlas 

middleware is scalable with respect to a wide class of pervasive computing applications. 
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Fig. 8. Memory usage vs. number of sensors. 

6.3 Performance Under Zero-load Data Stream Applications 

In this experiment, we set up a simple application that discovers all the basic sensor 

device services available in the system, and subscribes to their data streams. This 

application does not perform any useful operations on the data gathered; it only checks 

the timestamp when new data arrives. The idea of this experiment is to capture the 

application-middleware interaction overhead resulting from instantiating and connecting 

to sensor data streams. This experiment allows us to investigate how many sensors a 

single typical application can support. In essence, this experiment examines the consumer 

side of the middleware (applications), whereas the experiments in section 6.2 examine the 

producer side of the middleware (sensors). 

For the baseline comparison of this experiment, after the OSGi platform and the 

application service bundle were initiated, and before any sensor device service was 

activated, the user level CPU load and the system level CPU load were 2% and 0.3%, 

which is slightly higher than without the application, and the amount of memory in use 

jumps to 251.64 MB, which is about 3% more than without the application. 

In Fig 9, we overlay the plots of CPU load versus number of sensors for two 

scenarios: (1) when there is no application present; (2) when an application is present and 

subscribing to continuous data streams from all the sensors. Observe that in the absence 

of an application, the CPU load increases slowly as the number of sensors increases, and 

barely reaches 30% when there are 500 active sensors. In contrast, when an application 

subscribes to the sensor data streams, the CPU load rises sharply and saturates when the 

number of sensors exceeds 75, but the system remains responsive until the number of 

sensors reaches 300. 

The CPU load increases sharply because, in addition to the extra load created by each 

added sensor, the application must handle the data streams coming from all the existing 

sensors as well as the data from the new sensor. As the number of sensors increases, the 

application has to consume more and more computing resources to handle the constant 

incoming streams of data. The CPU load reaches close to 100% at around 75 sensors, 

then drops back and hover around 97% until the system stops responding at around 300 

sensors. The system is able to support even more nodes after CPU load peaked at 75 

because the data streams from sensors experience longer delays because of the need to 

schedule more threads for each of the sensors, and longer time slice are needed for the 

subscribing application to handler all the incoming data streams. Data readings are 

queued, and some eventually dropped due to time out and insufficient space in queue, 

before they are able to be processed by the application.  



The addition of application service does not have any significant impact on the 

memory usage as shown by two highly overlapping trend lines (one with the application 

running, and the other does not) in Fig 10. The memory usage still is primarily affected 

by the number of sensors connected to the system. 

In addition to monitoring the CPU load and memory usage, we also measure two 

other important characteristics of the plug-and-play process, device detection time and 

data channel initialization time. The device detection time is used to describe the time it 

takes from when the device service registers with the Atlas middleware to when the 

application detects its existence. We observed a typical device detection time of 1 ms, 

although 23 ms was also occasionally recorded. This is likely due to preemptive 

framework activities. During this time, the application transmits the data subscription 

message, waits for the request to reach and be processed by the node, and finally receives 

back the first data reading. The average data channel initialization time is 113.33 ms with 

a large standard deviation of 195.97 ms.  

On average, it takes 117.77 ms for an application to detect, start interacting with and 

receiving data from the sensor. 
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Fig 9. CPU load vs. number of sensors, with and without application running. 



Memory Usage versus Number of Sensors with and without Application Service

0

10

20

30

40

50

60

70

0 100 200 300 400 500

Number of Sensors

M
em

or
y 

U
sa

ge
 (

%
)

Memory Usage (%), Sensors only
Memory Usage (%), Application service with sensors
Poly. (Memory Usage (%), Sensors only)
Poly. (Memory Usage (%), Application service with sensors)

 

Fig 10. Memory usage vs. number of sensors, with and without application running. 

The Atlas architecture was designed to be the fundamental building block of 

pervasive computing spaces, and these experiments show that full-scale environments 

can be built using the platform. Furthermore, Atlas allows for cost-effective deployments. 

Many different devices can be integrated using a single node. Hardware requirements for 

the middleware server are also modest; environments such as free-standing smart homes 

can make use of residential-grade equipment such as typical household PCs or upcoming 

HD set-top boxes. Larger deployments, such as a group of smart apartments in a 

continuous-care retirement community, are accommodated by additional processing 

power and, especially, more memory. 

 

7. CONCLUSION 

Developing maintainable, programmable pervasive computing environments requires 

mechanisms to support the plug-and-play integration of sensor and actuator devices, 

translate those devices into software objects, and facilitate the development of 

applications that make use of those services. The Atlas architecture addresses all these 

needs. It provides a modular hardware platform that allows nearly any kind of device to 

be integrated, regardless of the network technology used, into a smart space. Translating 

devices into software objects is handled by the service-oriented middleware. The 

middleware also provides service and application authoring tools, including support for 

remote programming and deployment. As demonstrated in our case studies and 



experiments, the Atlas architecture can be the key capable of full-scale, service-rich, 

commercially viable smart spaces. 
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